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Abstract. The increasing use of geosocial media in research to draw quantitative and qualitative conclusions about urban environments bears questions
about the consistency of the data across the different platforms. This paper
therefore presents an initial comparative analysis of data from six different
geosocial media platforms (Facebook, Twitter, Google, Foursquare, Flickr,
and Instagram) for Washington, D.C., using population and zoning data for
reference. We find that there is little consistency between the different platforms at small spatial units and even semantically rich datasets have severe
limitations when predicting functional zones in a city. The results show that
researchers need to carefully evaluate which platform they can use for a particular study, and that more work is needed to better understand the differences between the different platforms.
Keywords. Geosocial Media, Location-Based Social Networks

1.

Introduction

The abundance of data from a large number of users, easily accessible
through APIs, has led to numerous studies based on geosocial media. Researchers have used geosocial check-ins or geotagged tweets and photos to
study online communities (Yin et al., 2016), event detection (Sakaki et al.,
2010), urban structure (Hollenstein and Purves, 2o10) and its dynamics
(McKenzie et al., 2015), gazetteers (Keßler et al., 2009), and functional regions (Gao et al., 2017), to name but a few examples. Population mapping
(Patel et al., 2017; Aubrecht et al., 2011) and population mobility (Noulas et
al., 2011) have drawn particular interest, following the assumption that users
of geosocial media can be used as a representative sample of the overall population in a city. Some of this work has produced interesting, meaningful,
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and broadly cited results. Systematic comparisons across different sources of
geosocial media are still scarce in the literature, though, with the few examples focusing on the complementarity of different geosocial data sources (Lee
et al., 2004) or differences in the ability to track individual users (Silva et al.,
2013; Wang et al., 2013].
The goal of this research is therefore a systematic quantitative and semantic
cross-comparison of data from six widely used (geo-)social networks. This
paper presents initial results for Washington, D.C., comparing the datasets
to each other and to population and zoning in the city as reference data.

2.

Data

The data used in this paper consists of 8 different datasets for the area of
Washington, D.C., and is summarized in Table 1.
Source

Data points

Acquisition period

Facebook

2,409 places

December 2018

Twittera

118 places

April 2016

Googlea

6,978 places

April 2016

Foursquarea

24,428 venues

September 2017

Flickra

6,945 geotagged photos

December 2018

Instagrama

3,130 geotagged photos

April 2016

Populationb

179 census tracts; 6,507 census blocks

July 2019

885 zones with 149 classes

July 2019

a

c

DC Zoning

Table 1. Overview of datasets used, obtained from the respective API (a), from the 2010 census (b), and from https://opendata.dc.gov/datasets/zoning-regulations-of-2016 (c).

3.

Consistency analysis

A visual comparison of density across the datasets (see Figure 1) shows little
consistency, particularly when compared to the distribution of population
across the city. While this may be a result of Washington, D.C. being a major
tourist destination – the National Mall and government districts in the center
of D.C.’s diamond shape are bare of any population, but show the highest
densities for photo-based platforms and Foursquare POIs –, this raises serious concerns about the use of geosocial media to enhance population mapping.
In order to quantify the degree of consistency across these datasets, each of
them has been aggregated to the containing census tract and block, respectively. The corresponding numbers for the 179 tracts and 6507 blocks were
then tested for correlation; results are summarized in the pair plot shown in
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Figure 2. There are still reasonable correlations for the fairly large census
tracts, with the maximum values R = 0.85 between number of Foursquare
venues and population, and R = 0.81 between number of Foursquare venues
and number of Instagram places (see upper right half of Figure 2). When going to the block level, however, the maximum correlation values obtained are
much lower, with R = 0.46 between the number of Foursquare venues and
the number of Foursquare checkins, and R = 0.4 between number of Foursquare venues and number of Instagram places (see lower left half of Figure
2). Again, these findings do not support the use of geosocial media data for
fine-grained population mapping.

Figure 1. Density maps of data from the different platforms, with population per census block
as reference; Twitter places are not shown due to the small number places in the dataset.
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Figure 2. Pair plot showing the relationships between all combinations of data sources per
census tract (upper right) and per census block (lower left).

After this quantitative analysis, we wanted to see whether the semantic information in geosocial media can reveal any insights about functional areas
of a city. We used the Foursquare dataset for this purpose, as it contains both
the largest number of data points (24,428 venues) and is also semantically
the richest, with a total of 10 top-level categories (e.g., Food, Outdoors/Recreation) and 449 second-level categories (e.g., Latin American Restaurant,
Athletics/Sports). The 885 zones defined in Washington, D.C.’s zoning regulations were used as functional areas in this analysis. Each zone belongs to
one of 149 classes, grouped into six zoning groups (Downtown; Mixed Use;
Production, Distribution, and Repair; Residential; and Special Purpose
Zones). Since the distribution of different kinds of POIs across zones should
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be indicative of the zones’ functions, we aggregated each first-level and second-level category of Foursquare POIs to the 885 zones and used the corresponding vector to train a random forest model to classify each zone into the
correct zoning group. When training on the top-level Foursquare categories,
the random forest classifier obtains an out-of-bag estimate of error rate of
39.8%; using the much richer second-level categories only lowers the out-ofbag estimate of error rate to 35.2%. This indicates that even an extensive and
semantically rich dataset such as the one used here is not sufficient to reflect
functional zones in urban environments.

4.

Conclusions and Future Work

Our analysis of Washington, D.C. geosocial media data has shown that there
is little consistency across the different platforms at small spatial units. At a
semantic level, an initial analysis has shown that the use of the data to predict
functional zones in the city was limited, even when using rich semantic annotations. Our results indicate that more care needs to be taken when using
such data to draw conclusions about urban areas both at a quantitative and
at a qualitative level. Researchers need to be much more aware of the kind of
platform they choose for their research. Further research is needed to gain a
better understanding of the nature of the differences between the datasets.
These may be related to the socio-economic groups that use the different
platforms, but also to data collection practices (active check-ins and posts vs.
passive observation of user presence, as in the case of Google places, for example), as well as the classification systems that produce the semantic information on the platforms. Future work will therefore focus on an assessment
of the semantic consistency between the platforms, and a replication in further major cities.
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